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Abstract. We argue that socio-technical systems can be understood as complex 
adaptive systems, that is, systems containing component sub-systems interacting such 
that they co-evolve This viewpoint may allow us to understand more clearly the factors 
that underlie the complexities of socio-technical systems, and allows for a new approach 
to systems design predicated on unpredictable adaptive processes. System designers, 
we argue, need to seek to understand the underlying structures, drivers and nature of 
change within the system and of the system as a whole This paper presents an outline 
of the complexity mechanisms that operate within socio-technical systems, and illustrates 
the concepts and system design implications by way of a case. 

Introduction 

The challenge of CSCW is the challenge of designing better socio-technical 
systems' systems that involve a mixture of humans and machines such that the 
components cannot be separated, or are thought to be inappropriate to separate 
(OUP, 1996). Such systems have proven to be enormously difficult to understand 
and design (Grudin, 1988, 1994). There are many reasons for this Understanding 
and designing for such systems is a wicked problem (Rittel et al., 1973), and the 
work and activities earned out in such a system are highly contingent and 
emergent (Seely Brown et al., 2000; Suchman, 1987). However, as Rodden and 
Blair (1991) pointed out, computer-based systems require some regularities as the 
basis from which computer systems can be built. 

It's therefore useful to look for alternate ways of understanding socio-technical 
systems in the belief that this will lead to better perspectives from which to 
provide computer-based support The particular perspective we adopt here is that 
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socio-technical systems are part of the larger set of systems known as 'complex 
adaptive systems' (Axelrod et al., 1999). This is an evolutionary perspective, 
which argues that systems grow by processes of variation, interaction and 
selection. The problem is complicated by the fact that we are dealing invariably 
with multiple, interacting systems. Therefore we also need to consider concepts 
of co-evolution (several systems influencing each other's evolutionary paths) and 
self-organization (how new systems grow out from old). It is also important to 
take appropriate account of the role of time in evolution, as the rate of evolution is 
different for (parts of) different systems, and this, too, can have a profound effect. 

From this we distil a systems-oriented view of CSCW systems design. This 
view extends our prior work on1 aspect-oriented approaches to systems 
understanding and design (Fitzpatnck, 1998; Fitzpatnck et al., 1995; Fitzpatnck 
et al., 1996; Kaplan et al , 1997), and provides a foundation for captunng and 
reusing useful 'design tricks' (Dennett, 1995) based on the concept of pattern 
languages (Alexander, 1979; Alexander et al., 1977). 

We begin the paper with a case study, and then introduce the notion of 
complex adaptive systems, ideas of co-evolution and self-organization in complex 
systems, and discuss the role of time in complex systems evolution. We argue for 
our perspective on systems design, reflecting on the case study before concluding. 

Case 

To illustrate the points we will make below, we introduce here a case study: the 
growth and evolution of the University's IT systems over more than 35 years 
The case is based on the personal recollections of staff involved in the changes 
described, documentation and the personal experience of the authors. One point to 
note is that while many reports of field study in the CSCW field focus on small 
details in work practice, systems thinking tends to focus more on big picture 
issues, thereby complementing other forms of study 

In the 1960s scattered groups of. researchers developed, or gained access to, 
small computing systems for specific research or teaching activities. In the late 
1960s the University assisted the engineering department to purchase a large 
system, on which it was allowed to bill out excess capacity As this usage grew, 
the computer group spun out into a separate Computing Centre. Discontent with 
the service provided by the Centre - including their lack of understanding of other 
work environments and needs, and subsequent non-responsiveness - led to other 
units within the university seeking their own technology solutions. Over the 
subsequent two decades, no fewer than five formal independent IT organizations 
and systems were established within the university: the original Computing 
Centre, the library, student administration, finance; and human resources 
Consequently, the university had five stand-alone corporate systems, each staffed 
separately, using three different database technologies and two different operating 



361 

systems. All these systems could not interoperate. There were also a myriad of 
systems of varying size, capability and interoperability to be found in academic 
departments and research programs, and a complex web of social and personal 
interactions that supported the sharing of information, war stones and warnings 
among the technical support staffs that grew up in each group 

In the late 1990s resource constraints, the impossibility of any further 
evolution of the existing corporate systems due to technology constraints, and the 
need to take account of the Internet, led organizational units to seek a massive 
shift in information technologies. A 1998 report signalled the deliberate 
centralization of backbone and corporate support under a revamped Computing 
Centre, renamed Computing Information Services (CIS), and a higher IT 
management profile in the university, with key executives appointed responsible 
for CIS and the Library. The looming Y2K problem was frequently employed as 
a justification for rapid shifts in technology. Since 1998, corporate email, the 
student administration system and shortly the human resource system will have 
been completely rebuilt and migrated to centralized control under CIS. 

The individual corporate systems have their own histories. The student 
administration system is typical. The initial student system was built m-house and 
evolved over two decades. It was highly restrictive, running on a mainframe, 
could support only a very limited number of concurrent users, and could not 
interoperate with other systems. This encouraged the growth of separate faculty, 
departmental and even course-based records to ensure redundancy and access for 
non-central staff, in spite of the associated expense. (Exactly the same occurs for 
finance records within departments.) In the late 1990s, the student system was 
given a facelift, with a simple web-based interface and shadow database to allow 
limited access to information by students. All this software was written and 
maintained by a small technical support staff in the administrative services area. 

After the 1998 report recommending centralization, the University decided to 
move to a COTS-based student record system, called s2000, and hired the same 
company that had successfully developed and installed this system in another 
major Australian university. The s2000 system has forced profound changes to 
the university's business processes and systems. These have included subject and 
degree restructuring, and significant procedural changes throughout the 
University. While such change has been difficult, universal access to a single 
source of student information is now possible, eliminating the need for much 
duplication, and students can now access their records, and enrol online. 
Managing the system is beyond the expertise available in the administrative 
directorate. The adoption of s2000, then, generated greater impetus to the 
centralization of services under CIS as well as changes to the University's way of 
doing business, the ramifications of which are not yet understood. 

An unexpected side effect of this change has been a shift in the role of CIS. 
From being the major provider of student computing it has shifted to back-office, 
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server and infrastructure services, and controlling standards. Client (student) 
access has been devolved to departments (for course-specific needs) or the library 
(for general web access, email clients, helpdesk, etc.). CIS's remaining direct 
contact with students is limited to provision of ISP services. 

One area has remained largely untouched and unregulated through all these 
changes' teaching and learning. That's surprising, given that teaching and 
learning is a core business of any university and that in 1995 and 2000 the 
University engaged in significant academic restructuring to foster change To 
promote online delivery, the University adopted WebCT as a standard, but issues 
concerning technical and development support, reliability and security remain 
fraught, so limiting its implementation This in some ways parallels the late 
1980s, where every group in the University built its own network and client/ 
server strategies. That infrastructure is now managed (or standardized) centrally, 
but every group is developing its own different way of using web-based services. 

Complex Adaptive Systems 

The thesis of this paper is based on the insight that socio-technical systems are an 
example of complex adaptive systems (hereafter, simply systems) (Axelrod et al , 
1999). Complex systems are difficult to understand, explain and predict because, 
following Axelrod and Cohen, they 'consist of parts which interact in ways that 
heavily influence the probabilities of later events' (p. 15). In other words, 
complexity is a systems property similar to wickedness and is closely related to 
the notion of emergence. 'Complexity' contrasts with 'complicated', which 
means that although a system has many components, it is simply explained. 

Complex adaptive systems comprise populations of entities Entities can be 
agents that act (and interact) to achieve vanous goals through employment of 
strategies of vanous kinds, and artefacts and tools that can be manipulated in 
various ways as part of these strategies. 

These systems are in a continual state of change through processes of 
variation, interaction and selection (discussed below). Simply put, vanation is the 
business of changing the population of agents, strategies or artefacts; interaction 
is to do with the ways that the various elements of a system interact with and 
influence each other; and selection is to do with how and why some elements of a 
system survive over time while others are allowed to die out. 

Any entity can potentially participate in many systems, for example an agent 
can be a staff member in an organization, a member of professional societies, etc. 
Information picked up in one system ican be used to foster vanation, change 
selection strategies, passed on through interaction, and so forth, in another. 
Indeed, it is these interactions across systems that seem to be a key tngger for 
adaptation in socio-technical systems (Seely Brown et al., 2000) 
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There are generally two ways to vary a population, exploitation and exploration. 
In exploitation, the variation among systems elements is kept as small as possible, 
in order to leverage established advantages (for example, a particularly useful 
tool, or a way of manipulating staff to accomplish a certain outcome, or hiring 
new agents with particular training). In exploration, new elements are created in 
order to experiment with alternatives (for example a new strategy, a different tool 
or agent). Exploitation, then, takes advantages of previously discovered good 
design tricks, while exploration opens the possibility of uncovering new design 
tricks that turn out to be effective 

Both these kinds of variations showed up in our case study. For example, at 
the departmental level if one department successfully implemented a piece of 
technology, such as a LAN, then another department might well build an almost-
identical LAN, thereby exploiting the first group's success When the University 
decided to build a new corporate student management system, it chose to bring in 
entirely new COTS technology From the viewpoint of the technology base 
previously at the University, this was quite radical exploration of a new 
possibility. But the University hired a company that had done this before, to 
assist implementation, so exploiting a previous success and mitigating its risk 

Obviously, creating new agents or strategies at random is unlikely to be a 
successful strategy. One popular trick is recombination, where parts of existing, 
entities are combined together (possibly with some 'new' aspects) to create an 
entity that is likely to be viable yet allows exploration of something new. 

The balance between exploration and exploitation in a system can have a 
profound impact on its ability to survive Following exploitation-only variation 
strategies can work in the short term if a system is well adapted to current 
conditions, but can be disastrous if conditions change. On the other hand 
exploration can be very expensive so there is a natural tendency to avoid it until it 
is forced in some way (in our case, by resource constraints, reaching the limits of 
technology, and the spectre of the Y2K problem). 

Interaction 

Interactions are literally the ways in which the entities in the system interact with 
one another Through interaction activities, and thus eventually adaptation, occur 
in the system. Examples are the ways in which interactions shape the behaviour of 
the agents working in Underground Control Rooms (Heath et al., 1992), or among 
groups of systems administrators (Fitzpatnck et al., 1996). Systems tend to have 
distinctive interaction patterns that, while not random, also are not regular - they 
are complex and continually changing 

An interesting question for us is understanding how these patterns of 
interaction change over time Whereas ethnographic approaches tend to look to 
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uncover the detail of interaction, we are looking here more at changes over time -
the two approaches thus tend to complement one another. 

Pressures for change can be external or internal External pressures modify the 
system from the outside, such as forced changes to artefacts or policies governing 
rules of behaviour. Internal changes can be driven by proximity - the 'nearness' 
of entities to each other in some kind of physical, virtual or conceptual space For 
example, co-located office workers develop similar cultures and worldviews, as 
do workers who are distributed but have similar tasks (Seely Brown et al., 2000). 
Entry to these spaces can be restricted or open, and where restricted the barriers 
can be physical or virtual, and made semi-permeable by rules, conventions, etc. 

Following often drives change in interaction patterns. One important kind of 
following is 'agent following', where one copies or follows another agent, such as 
master-apprentice relationships, mentoring, and recommender systems. Another 
is 'signal following', where one follows a discernable signal, such as teenagers 
copying what is 'cool' in a subculture, staff moving to companies with higher 
rates of pay, students choosing a University based on perceptions of a 'quality' 
education. Both leverage prior effort, especially where it is hard to make a 
judgment or develop knowledge firsthand. 

Temporal aspects of interaction, including activation, sequencing, periodicity 
and phasing, also are important. Interaction may be triggered externally. Budget 
cycles, parliamentary sittings, and conferences deadlines may trigger and so to 
some extent control the activities and interactions in a system. Interaction also 
may be triggered internally, by everything from receipt of a memo or email, to 
meetings, conversations and serendipitous hallway interactions. 

Barriers of various kinds - cultural, physical or virtual - can limit the flow of 
information by interaction. In our case, as the Computing Centre focused inward, 
so barriers at all levels began to grow up. Technical support staff moved into 
offices protected by swipe cards, so physical access became intimidating and 
difficult A culture of not responding to email or requests for help became 
endemic (more because of pressure of work than deliberate decision). Interaction 
between the Computing Centre staff and other staff became limited as a result. 
Communities of IT support practice in departments evolved independently, with 
only occasional and minimal interaction with the Computing Centre staff Over 
time lack of communication damaged the ability of the IT community to deliver 
the best possible solutions, anticipate and avoid problems, or even agree on 
common workstation specifications in order to get bulk discount pricing. 

Like the entities in a system, interaction patterns need to be able to change if 
the system is to remain viable and adapt to changing circumstances Too much 
internal interaction within organizations or occupational and social groups can 
lead to exclusive exploitation of known successful approaches, leading to rutted 
processes and groupthink, with consequences for those groups' ability to adapt. 
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Over time the interaction patterns and entities in a system will vary. If the 
populations in a system are large enough, some entities or patterns will be 
allowed to try to grow and flourish, while others will die or be suppressed. The 
process of determining what should be allowed to live or die is termed selection. 

Selection is relative to success criteria, which are usually performance 
measures. For example we might measure efficiency for certain tasks, or the 
return on certain kinds of investment, or the publication rate of a young academic. 

Selection can operate at the agent or strategy level, or a combination. In order 
to decide the appropriate level, it must be possible to attribute success to agents 
and/or strategies. For example, if we decide that agents are crucial, then we are 
likely to reward and/or reproduce the agents. If we decide strategies are 
important we may decide to reproduce them Thus in one organization success 
may be attributed to the individual managers of successful groups, while in 
another the managers may be seen as interchangeable and expendable, and the 
'company culture' attributed with success. 

Using our case as an example, once the University decided to purchase a 
COTS student administration solution, there were three ways to proceed. They 
could have chosen to purchase the system and get a team that had worked with it 
before (this is an example of selecting both strategy and agents). They could have 
chosen to purchase the system and implement it with an m-house team (this is an 
example of selecting the strategy only). Or they could have chosen a team of 
excellent IT personnel who had worked on a particular piece of relevant 
technology before, and had them implement the system with different technology 
(this is an example of selecting the agents). The University chose the first 
approach, which is clearly low-risk, exploiting as it does both people and 
technology that have proven to be successful in the past. But in other 
circumstances other mixtures of agents and strategy could be more appropriate. 
For example, our school at the University moved into a new building three years 
ago and installed a very expensive ATM network. The network proved to be 
difficult to manage and expand, as well as expensive to run and rather slow, so we 
chose to replace it by a gigabit Ethernet. This decision was made largely because 
a gigabit Ethernet had been recently installed in a large research centre with 
which we have close links, and a junior system administrator had just been hired 
from that centre. So we had a working technology solution to copy, and links to 
the appropriate agents to help us out In this case we selected a strategy, not the 
agents that had implemented it, and used signal following to make it work for us. 

Co-Evolution and Systems Structure 

Thus far we have introduced the notion of complex adaptive systems, and argued 
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that they adapt by following evolutionary processes of variation, interaction and 
selection Clearly, complex adaptive systems do not live in a vacuum. Any such 
system is likely to be recursively composed of sub-systems, each of which is 
likely itself to be complex, and to be itself part of a larger network of systems. 

Stuart Kauffman (1995) has been studying the structure of such systems-of-
systems, with a view to understanding under what conditions adaptation is more 
or less likely to occur To understand his argument, consider the situation of a 
system that exists entirely in isolation. A certain amount of variation through 
exploitation and exploration will be possible, but because there are no external 
factors impacting on the system, it is likely to tend to a 'steady state' in which 
there will be no discernable benefit in further adaptation. 

Of course, systems do'not exist in isolation. Any adaptation in one system can 
create the possibility of adaptation in another Thus variation in one system will 
tend to trigger variations in the systems with which it is interdependent The 
resulting continuous flow of adaptation called co-evolution, and is necessary for 
the systems to remain fit relative to each other (Van Valen, 1973). 

In socio-technical systems the interactions among agents that exist in many 
systems simultaneously is often a key dnver for this. There are many examples of 
such behaviour ready at hand. In our case study, the decision of the University to 
centralize IT core services in the CIS group, coupled with general unhappiness at 
the level of client service provided by that group, created the opportunity for the 
library to expand into client-side computing services, which in turn led to the 
growth of a rich family of new online information resources. In many ways this is 
also an example of signal following, as similar initiatives had been successful 
elsewhere The results have been adaptations in the library's budget, staffing and 
collection profiles. Each of these is triggering adaptations in the various 
subsystems making up the library For example, the library now has a large IT 
group which continually seeks to'expand, usually through attempting to provide 
new services, or take over those previously located elsewhere. 

With co-evolution, each subsystem always will seek to achieve the best 
possible local situation through adaptation, even if this is to the detriment of the 
larger systems in which it is embedded. While this might seem harsh or 
unrealistic, it appears to be borne out in practice. For example, we have come 
across instances of this kind of co-evolution in action, where different parts of an 
organization locally optimise in ways that are detrimental to other parts. 

Thus, in one (unpublished) real-world situation we have studied, the support 
part of an organization used to hire junior software developers to man the help 
desk. The advantages of the practice to the system as a whole included a better 
understanding of customer needs, both.internal and external, and so improved 
product and system support. As these people became more experienced with the 
systems, they migrated to maintenance and then development groups. This is a 
fine example of interaction - signal and agent following - working within and 
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across systems, and an example of a selection policy that benefited the company 
as a whole. Recently, the helpdesk manager chose to stop hiring software 
developers, because of problems with turnover and training, and instead promote 
administrative staff to the helpdesk. His rationale was that these people had a 
limited career path and thus were more likely to stay in place. This has had an 
impact elsewhere in the company, reducing the quality of programming staff and 
increasing training costs. 

What is happening here is that each subsystem is locally optimising through 
adaptation, causing the entire organizational system to co-evolve, even if that is 
not to the overall benefit of the organization as a whole. In this particular case, we 
see an example of poor selection strategies - the success criterion that the 
helpdesk manager has chosen is lowest possible staff churn in his group, rather 
than best intellectual standard over the company as a whole. Ironically, in this 
case, lowering staff turnover enhanced the manager's performance bonus, an 
example of poor selection strategies higher up in the organization 

Kauffman further discovered that size (by some appropriate measure) is of 
paramount importance in how well systems can adapt It turns out that if the 
systems are too large, they tend to become locked in some form of stasis, while if 
they are too small.the system-of-systems in which they are embedded tends to 
chaos. Intuitively, this seems reasonable an organization that manages everything 
centrally is usually inefficient and unwieldy; an organization that gives everyone 
too much autonomy is chaotic; but with the right group size and 
interdependences, decentralized organizations can operate reasonably well. 

The question of what constitutes a good size (or even size measure) for a group 
is not simple Kauffman's simple mathematical models don't map directly into 
socio-technical systems, not least because organizational sub-units (people, users, 
work-groups) are themselves inherently more complex (Morel et al., 1999) than 
Kauffman's models. Still, for organizations there are good intuitive 'sizes' for 
systems: group sizes within successful organizations are a good starting point. 
The academic restructuring of the University, for example, turned a large number 
of small and fiercely independent departments into a smaller number of larger 
schools. Time will tell whether the departments were too small before and thus 
overly chaotic, or if the centralization will create a system in which schools are 
too large for their own good and thus tend to stasis 

What about technology? If we consider any fairly complex system the same 
extremes seem to apply. Large-scale pieces of technology. (for example the 
University's corporate information systems) are notoriously unable to adapt. 
Many small pieces of technology that can change independently lead to chaos. 
Between these extremes lie interesting systems sizes. •< 

Thus at our University, initially, the sole computer system was controlled by a 
central group. This proved to be too clumsy and unresponsive, so departments 
started to build their own computing systems for teaching and research, then their 
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own LANS. The result was chaotic - the various systems were too small and 
poorly managed, and the vanous adaptations that took place, usually as a result of 
signal or agent following (copying a successful system in a sister department, for 
example) tended to deepen this chaos. There was little or no reflection on the 
variation and selection strategies that were in play, and no selection pressure 
either to reflect or to seek consensus solutions. Now a seemingly successful 
balance has been struck where certain core infrastructure services (the WAN, 
standards for interoperability, campus-wide servers and services) are maintained 
by CIS, and departments can build local subsystems as needed. 

Self-organization 

But how do sub-systems arise? Kauffman argues they appear spontaneously (in 
complex adaptive systems, this is a variation choice - one set of systems is varied 
to create a different set, according to some selection catena) In general this 
spontaneity is called self-organization: the way in which, under its own dynamics, 
a system becomes increasingly more organized. Kauffman demonstrates how a 
large number of interacting elements can display self-organising behaviour given 
a few simple rules and time, resulting in non-tnvial organized configurations. 

An example of the development of self-organizing systems is the research 
groups that form in departments around particular problems. The group may 
organize further, and develop their own network, which in time may evolve to 
form a larger entity, just as the 1960s engineers' efforts lead to the genesis of the 
Computing Centre. A temporary level of stasis may be reached, such as in the 
corporate IT silos that existed for some 20 years Or such systems may become 
extinct as funding dissipates, members leave, or technology changes, and co-
evolution can trigger the creation or destruction of systems. For example, 
MSDOS drove many competing operating systems to extinction. The ubiquity of 
the PC and its applications drove typing pools - dependant on a lower order of 
technology - out of existence, with consequences for other workgroups, but 
created new categories of jobs such as system administrators and webmasters. 

The Crucial Role of Time 

Time scales are important in complex systems. We consider two ways in which 
this is so. First, systems have sub-parts that operate on different time scales 
simultaneously, which has an impact on the kinds of adaptations that are possible 
Second, systems achieve moments of 'self-organized cnticality' at which sudden 
radical shifts become possible 

Stewart Brand argues that complex systems can consist of several subsystems 
each of which tends to adapt at a different pace. He first illustrated this through 
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what on the surface would seem an unlikely candidate for a evolving system: 
buildings (Brand, 1994). Buildings, according to Brand, evolve over time, and do 
so by 'layering' themselves into a number of subsystems, each of which can then 
evolve reasonably independently, as shown in Figure la, with slowest-evolving 
systems at the bottom and fastest at the top. At the top of the diagram, the 'stuff 
layer adapts most quickly as people, furniture, chairs, books constantly move 
around. The second (space) layer adapts as the space plan for the building (rooms, 
offices, etc) changes. 'Space' can evolve relatively independently of 'structure' 
(the structural aspects of the building), although some space modifications will 
have structural implications (moving a load-bearing wall, for example). Services 
(plumbing, HVAC) then evolve more slowly than space, and so on down through 
skin, building structure and building site. All these changes are results of the 
driving forces of variation, interaction and selection. For example, one company's 
floor plan, if seen to have advantages, may be copied elsewhere; furniture might 
be rearranged to accommodate more staff; or IT services may be brought in to 
improve productivity. 

More recently, Brand (1999) has applied a similar layering argument to the 
continual social adaptation of society, which is represented in Figure lb. Here 
Brand similarly argues that different aspects of society evolve at different 
timescales, with fashion evolving fastest, then commerce more slowly, followed 
by infrastructure, governance, culture and finally the environment. 

Our running example is also amenable to a similar layered structure, shown in 
Figure lc. University teaching practices change very slowly, despite pressures to 
shift to online learning and adopt other 'modern' practices, as they are in many 
ways a deep embodiment of University culture. It turns out that the University's 
corporate databases also evolve extremely slowly - a major change is under way 
at present but the previous successful change was almost 20 years ago. Changes 
in University policy are often designed to force changes to this culture. Since 
we're mostly concerned with computer-based systems here, our top three layers 
show how IT services - for example networking, file servers, email - evolve 
much more quickly than the big corporate databases or University policies, which 
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in turn are shaped by departmental policies. Material managed by individual 
students and staff changes most rapidly. 

Brand's idea of layers also relates to Kauffman's idea of co-evolution- one 
layer evolves, with consequences for the adaptability of other layers. Thus, for 
example, changes to the University's policies tngger adaptation at both the IT 
services and corporate IT levels, and changes to departmental policies could 
change both personal email/web pages and underlying IT services. 

This idea of time layering is not unique to Brand. Holland, for example, points 
out that systems patterns become building blocks for persistent patterns at more 
complex levels (Holland, 1998). Alexander (1977) has built a pattern language for 
development based on a layering of regions, cities, communities, neighbourhoods, 
building groups, the house and its surrounds, and the house and rooms 
themselves, all of which necessarily play out at different speeds. And Simon 
(1981) has argued that effective management requires breaking an organization 
into layers, where each layer influences the next, and operates at a different 
timescale (thus the CEO should be looking at the long-term view, the operating 
officers at a shorter term view, and lower-level management at immediate issues). 

From our point of view, this is all interesting because it helps us to understand 
how to design systems better. Because layering in time is often not taken into 
account, new systems can fail because they attempt to push a 'slow' layer too 
quickly, or because by the time they are built the part of the business for which 
they are intended has already evolved to some different set of needs. 

What, then is the relationship between the Complex Adaptive Systems 
approach of Axelrod and Cohen, and Brand's system layering approach? We 
believe that both these approaches tell different parts of the story of complex 
socio-technical systems, with Axelrod and Cohen focusing more on the 
mechanisms of change (and less on time), and Brand focusing more on the ways 
in which we can, or should, take account of time. Clearly both are needed. For 
example, if we want to vary a system in a hurry, there's no point in focusing on 
something that will change very slowly. But if we want a lasting effect, chances 
are we have to account for, and deal with, time in an appropriate fashion 

In slow layers costs associated with variation and selection would appear to be 
higher than in faster layers, and their consequences appear to be more profound. 
In corporate systems, reliability and predictability are key selection measures; 
change is costly, not encouraged and when it must occur must be managed 
carefully. Thus for example, changing to s2000 was expensive, slow, and is still 
having ramifications through the entire University, while changing individuals' 
web pages incurs much less cost and thus change is frequent, ad hoc and can be 
unpredictable without significant consequence. 

Layers are thus shifted by variation and selection, and interaction serves as a 
key enabler of variation. High interaction costs, such as the cost of international 
travel (significant for Australians) or breaking cultural norms, can constrain 
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variation by limiting the opportunity for, and increasing the risk of, exploratory or 
recombination strategies. On the other hand, lowering interaction costs (such as 
the advent of the internet reducing isolation of Australian universities) can tngger 
bursts of innovative interaction and thus exploration of new possibilities. Well-
travelled interaction patterns are likely to yield efficiency-seeking exploitation 
strategies, but over time may generate less and less gain, for example, the ways in 
which the IT innovation in the Computing Centre stagnated as interaction patterns 
solidified. In assessing the nature and affect of Brand layers, it appears that 
signals (such as costs, student preferences, incidence of travel, changes in 
policies, possibilities opened by the Internet) may themselves decay over time 
Disruptions in interaction patterns caused by the sheanng of layers, as one layer 
shifts relative to others, potentially offer the opportunity to explore new and 
unplanned vanation strategies, selection cntena, and interaction opportunities. 

So Brand's approach is useful because it allows us to see how some parts of a 
system may evolve more slowly while evolution in other parts can run more 
quickly However there are clearly moments where, spontaneously, several 
different layers all need to change simultaneously. 

Why is this? Bak's (1997) work on self-organised criticality shows that in 
complex systems stability is only a passing phase, and that in such systems, 
change is enacted by unpredictable 'catastrophes' of unpredictable size. 
Catastrophes need not be bad. From our viewpoint they are merely massive 
changes in the system, occurnng spontaneously Often good things anse from the 
result, in the same way that forests are regenerated by massive bushfires. 

Self-organized cnticahty is not in evidence to the eye, but can be seen only 
over time. The classic example is avalanches of sand piles. Consider making a 
pile of sand by hand. You will be able to add many grains, which just pile up, but 
at some moment an avalanche will occur - this is the moment of 'catastrophe'. 
Another example, the University's corporate IT systems grew fairly successfully 
over many years, but then passed the point where one change too many was 
needed The systems became increasingly unstable, and impossible to adapt 
further Bak argues that in such a case the system has self-organised to the point 
where one further, even negligible, addition or change results in catastrophe. At 
that point, the functional unit is the system as a whole (Bak, 1997, p60). 

When that system is part of a larger network of systems, a catastrophe can 
trigger the possibility of massive change in its interdependent systems. Thus 
adding one more staff member could make a space cnsis so acute that an entire 
department needs to shift to a new building; adding one more computer could 
mean the whole IT network infrastructure needs rebuilding, and so forth. 

Clearly, changes at lower layers will be nskier and more costly, and generally 
take longer, than those at higher layers. Rebuilding the student administration 
system runs the nsk of not being able to enrol students for the year, with 
consequences for funding and student learning across the University. Failure in 
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department systems affects only the students and staff in that department, with 
limited consequences for other areas in the University And if a lecturer's on-line 
web site were to crash, only he and his students would be immediately affected. 

Systems Design 

It is our argument that CSCW design, and indeed IT systems design more 
generally, is complex adaptive systems design But 'design' as a verb implying 
conscious, rational decision-making would not apply to the 'design' of complex 
adaptive systems. Complex adaptive systems are not 'designed' in this sense at all 
- they evolve. Human insight and decision making comes in through the choices 
made in variation, interaction and selection. Even when we embark on a 
conscious, 'rational' restructuring process such as business process reengineenng 
this would be the case We might take an organization (system) restructure it, 
forcing the extinction of some of the pieces and encouraging new growth in 
others. The result will still be a set of interdependent complex adaptive systems, 
which will immediately continue along some evolutionary path, which may well 
be different to the one followed before the shake-up 

It follows that the best we can hope to do from the viewpoint of complete 
systems design is attempt to make informed decisions about which variation, 
interaction and selection strategies are most likely to be to the benefit of the 
systems as a whole. Then we can look to implement these through introduction of 
various kinds of leverage, such as new policies or new technology and tools. Or, 
turning things around, as we go through the process of software systems design, 
questions from a systems perspective should be uppermost. 

The system designer needs to be aware that though a system in one 
configuration may seem quiescent and stable, that is not likely always to be the 
case Systems self-organise to criticality so that design for a 'normal' state may 
be nullified when the inevitable catastrophe occurs. 

Looking at systems design from a complex adaptive systems viewpoint also 
makes clearer the ways in which the various disciplines in CSCW might work 
together more effectively. The 'CSCW design myth' would be that social 
scientists - particularly ethnographers - develop design insights through study of 
the world, and that these insights shape the actual systems that are delivered. 
There is however little evidence to support this view (Plowman et al , 1995). As 
Schmidt (2000) points out "those workplace studies that have had the strongest 
influence on CSCW research have been studies which did not aim at arriving at 
specific design recommendations ... but instead tried to uncover . the ways in 
which social order is produced in cooperative work settings, whatever the design 
implications of the findings may be". 

Dennett (1995) draws an interesting distinction between reverse and forward 
engineenng as design processes. Reverse engineenng is the business of 
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understanding the how, what, when, where and why of how things came to be as 
they are, while forward engineering is the business of designing or modifying to 
make new things. It is our belief that from the CSCW perspective significant 
value in field study and other ethnography arises because it is a very effective 
way of performing reverse engineering on socio-technical systems, in other words 
uncovering the stones that explain the how and why of socio-technical systems 
emerge from such study. Such emergence can be aided by using appropriate 
analysis frameworks such as the Locales Framework, which help to structure the 
information gained from fieldwork (Fitzpatnck, 1998; Fitzpatrick et al., 1995; 
Fitzpatnck et al , 1996) 

Forward engmeenng of CSCW systems has proven to be challenging (Grudin, 
1988). We believe that an important reason is that CSCW systems designers fail 
to take account of the fact that they're designing technology for use in complex 
systems. As a result they omit the potential or need for vanation, fail to 
distinguish between exploitation and exploration and the nsks associated with 
each approach, fail to ask appropriate reflective questions regarding selection and 
interaction processes, and can overlook temporal layenng 

It is our view that a more appropnate 'CSCW design myth' is to view CSCW 
design as complex systems engmeenng. In such an approach reverse engineenng 
helps us to understand the vanation, selection and interaction trajectones at play 
in the system. The resulting insights conceptualise forward engineenng activities, 
for example by pointing out ways in which systems adaptation has run fast or 
slow in the past (signs of layenng), interaction patterns that should or should not 
be supported, selection mechanisms which could appropnately be used to 
measure success, and the pros and cons of different selection strategies. 

One possible basis for performing reverse engineering is to use a grounded 
theory approach to field data analysis such as Strauss (1993) or the Locales 
Framework (Fitzpatnck, 1998; Fitzpatnck et al., 1996) The Locales Framework, 
in particular, provides a structured way of reporting grounded insights based on 
fieldwork that could easily adapt to the complex systems approach we have 
employed here. In particular, the framework allows identification of systems 
elements (agents, artefacts, tools), internal and external interaction patterns, and 
temporal aspects of systems behaviour. Further discussion of this point is 
unfortunately beyond the scope of this paper. 

Turning to the question of forward engineering, and following Dennett (1995), 
there are no magic answers to the question of how to design an evolving system -
its design is embedded within itself through its evolutionary processes. Rather, 
by recognizing that as designers we are steering evolution rather than designing 
tools, we are more likely to account for the factors affecting success. 

This opens the question of what means we have of 'steenng evolution'. We 
argued above that purely random vanation was unlikely to be a successful 
adaptation strategy. Instead, using a mixture of exploitation (reusing discovered 
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good design tricks earlier) and exploration (recombination and careful extension 
from previously-discovered good design tricks), we believe it is possible to make 
reasonably reliable progress. Self-organized cnticality tells us that sooner or later 
this approach will break down. Once it has, we can pick up the pieces and move 
forward again - sudden radical moves are almost always a poor idea in 
evolutionary systems (Dennett, 1995). Once one has expenenced a catastrophe a 
few times, it's then possible to reflect on and design systems adaptation strategies 
that act to minimize the chances of the catastrophe re-occurnng. 

Does there exist some methodology or approach that captures this notion of 
codifying and reusing good design tricks? This is exactly the reason why 
Alexander developed the notion of 'pattern languages' (Alexander, 1979) 
Alexander's pattern language are an attempt to create a framework through which 
design knowledge can be codified, based on practical experience, in a way that is 
concrete enough to allow it to be reused by abstract enough to allow wide latitude 
in application. A pattern generally specifies a particular problem and context to 
which it is to be applied, gives an abstract skeleton of the solution(s) to be used in 
solving the problem in that context, and sketches some practical illustrations of its 
application. They thus form a kind of practitioners guidebook, which codifies the 
approaches to take and situations in which they are applicable, but only through 
application of the skill and local context of the practitioner. 

Through the development of appropnate pattern languages, we believe we can 
we can begin to capture and reuse the 'evolutionary moves' that prove to be 
useful in complex systems design. As we will see in the following section, the 
'rules' of complex adaptive systems articulated by Axelrod and Cohen provide a 
good foundation from which to build such a language 

The Case Revisited 

This section reflects on our case study, drawing out the complex systems at play, 
and pointing to the kinds of patterns that could be used to describe the good 
design moves in action The University system is a complex adaptive system: 
there are many interdependent actors, each seeking to improve its own 
performance given its environmental constraints and employing processes of 
vanation, interaction and selection. The result was a highly diverse population of 
IT systems, although the underlying strategies were often similar. The following 
bullets capture the essence of those strategies, in the form of highly abbreviated 
patterns These examples illustrate captunng design insights in a pattern language. 

• Build a system similar to that used by a group with similar technical needs 
or budget. This is both a form of signal following and a form of selection 
where the performance criterion is that it worked for another group. 

• Build or evolve a system based on recommendations from a trusted 
colleague. This is a form of agent following and of selection where the 
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performance criterion is related to the trust given to the judgements of the 

colleague in question. 
• Build something different to that used before, or in a sister department, to 

overcome some deficiency; or deploying a mixture of older, trusted and 
newer technologies, software and tools. This pattern encourages a kind of 
cautious variation. 

• Deploy a new technology that has been demonstrated to be successful 
elsewhere (for example email, or connecting to the internet). This is a form 
of exploration, bolstered by the fact that others have done it successfully 
overseas - a kind of selection 

• Deploy a new technology because it is cool and has marketing or 
differentiation value, even if its use is not yet clear. This is another form of 
exploration, based on signal following. Our School has just engaged in 
application of this pattern - in this case wireless LANs - on the argument 
that it will help to boost the image of the school as forward-thinking, and 
create the opportunity for anywhere/anytime network access from student 
and staff laptops. Here our selection criterion was 'coolness', justified by 
signal following in the form of evidence of successful use and interaction 
pattern change in one major research group that had tnalled the technology. 

Our case shows that, even with the use of these patterns, over time the IT 
complex system at the University both stalled and tended to catastrophe 
concurrently. This is particularly true at the corporate level. While each of the 
many IT systems that were developed was optimised locally to meet the needs of 
the group hosting it, often using the patterns above, interaction among the various 
groups became increasingly problematic. We believe that from a systems 
perspective the combination of being at a slowly evolving time layer, coupled 
with decreasing interaction and technology not capable of supporting evolution, 
slowly shifted the systems closer to catastrophe. In parallel, the external 
environment (the Internet, Y2K, budgetary pressure) was building up momentum 
for significant change. 

In the mid 1990s the moment of self-organized cnticahty arrived. Further 
change was impossible without the core corporate systems collapsing Adaptation 
to the Internet was impossible, as the various systems were inflexible and 
inaccessible via the web. The culture of the Computing Centre had become so 
inwardly focused that it was incapable of support. The University's network could 
no longer handle traffic demand. 

At this point, we can see that system evolution had been bounded artificially 
by limiting vanation and interaction, and so selection choices. But at the time, 
that didn't seem to matter Corporate systems evolve slowly, so that interaction 
and vanation seemingly are less important and opportunities for feedback fewer 
and less apparent than for 'faster' systems. Exploitation was favoured over 
exploration, and self-organised cnticahty reached the point of system catastrophe. 



376 

Our work leads us to believe that the balance between exploration and 
exploitation is one that needs to be exercised with care. As connectedness 
increases, as through a centralised corporate backbone, so does the potential for 
system-wide catastrophe. Duplication of student records has been eliminated, but 
in the event of a fire, for example, not only will the University suffer immediate 
disruption, but core business data will be lost, impeding both rapid recovery and 
its operations for considerable time. Yet greater connectedness also increases the 
prospect of adaptive moves through exploratory recombination. For example, a 
single database containing staff and access data allows a directory server and 
single log-ins, independent of location, which in turn enable new online services. 

Working to maintain good interaction (so providing improved knowledge 
about possible 'good' moves) is crucial for successful adaptation. Recruitment of 
a junior systems administrator from an allied research centre provided our school 
with insights into that centre's systems and strategies, allowing the school to 
undertake successful evolutionary moves (in this case, the new network). Good 
interaction also allows us to make some assessment as to the effect of new, 
emergent groups, systems or activities. Rather than waiting until catastrophe, we 
need to continually assess system changes and 'look ahead' through variation and 
interaction strategies to make successful moves. Although the catastrophe of the 
late 1990s has been successfully negotiated thus far, the ongoing adaptation of the 
University IT system remains far from,certain. 

Change also can be amplified or muffled by layering. As we argued above, 
changes to one layer will tend to ripple through others and these impacts are not 
well understood. For example, we do not yet fully understand the effect of the 
academic restructure or the introduction of simple online learning technologies on 
all these systems. But we do know that the University's teaching culture, and all 
the other layers mentioned, will continue to shift and change in response. 

While on the face of it, the drive to centralization might be seen as inimical to 
the construction of flexible systems, the University has, by accident or design, 
centralized the services at the lower levels in Figure lc, that is, the things that 
evolve most slowly (and thus are most likely to benefit from centralization and 
standardization), while creating a solid platform for further development by 
departments of the parts of the total IT system which they manage and which 
need to move more quickly (such as file and compute servers, LANS and other 
specialized services) Time will tell whether the push to centralization goes too 
far, and if services which would be better left at the department level, to provide 
needed flexibility and variety, become centralized and frozen 

Conclusion 

Recognizing socio-technical systems as complex adaptive systems allows us to 
gain insights into underlying systems drivers, and, importantly, generate possible 
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new tools and hypotheses. The 'tool-set' we present here builds on a vanety of 
ideas from systems thinking, including Axelrod and Cohen's language of 
complex adaptive systems, Kauffman and Bak's notions of co-evolution and self-
organization, and Brand's work on the ways in which systems shear in time to 
create a framework from which to gain insights into how complex systems work 
and change over time. We have suggested that CSCW systems design - and 
indeed IT systems design more generally - is more apt to failure because 
computer systems designers are not equipped to take account of these phenomena. 
Alexander's pattern languages provide a conceptual framework within which 
ideas and insights gained from studying complex systems can be codified for 
dissemination and use by the IT systems design community. 

Our case, the development of the University IT system over a period of some 
35 years, has yielded cogent examples, and allowed us to illustrate insights into 
the design of socio-technical systems In the spirit of von Hayek (von Hayek, 
1945), we believe that system design is more the nurturing of a garden than the 
propagation of a seed. 

The work of complex systems generally and its application to socio-technical 
systems is in its youth. Still, we believe complexity theory is a powerful 
instrument of analysis. There are rich veins of research to be uncovered in this 
area of application, and more work needed to make it more accessible. Moreover, 
it is an approach that complements and informs other approaches within CSCW. 
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